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Where we are

Last lecture

ReLU networks with 𝐿 ≲ log(1/𝜀) layers and
𝑀 ≲ 𝜀−𝑑/(𝑠−𝛿) weights approximate the unit
ball of 𝐶𝑠 ([0, 1]𝑑) to accuracy 𝜀 (Thm. 3.19).

Today, two questions.

Is that optimal? Measure the richness of a
class: VC dimension (Ch. 6).

What does ℛ𝒩𝒩𝜚 (𝑆) look like? Star-shaped,
not convex, not closed (Ch. 7).

Last lecture: a deep ReLU network cuts its input
space into convex pieces and is affine on each.
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6.1 The growth function and the
VC dimension



Growth function and VC dimension

Definitions (Sect. 6.1)

𝐻 ⊂ {ℎ : 𝑋 → {0, 1}}, 𝑆 ⊂ 𝑋 finite, 𝐻𝑆 := {ℎ |𝑆 : ℎ ∈ 𝐻}. Growth function 𝐺𝐻 (𝑚) :=
max{|𝐻𝑆 | : 𝑆 ⊂ 𝑋, |𝑆 | = 𝑚} ≤ 2𝑚 . 𝑆 is shattered if |𝐻𝑆 | = 2|𝑆 | , and VCdim(𝐻) := max{𝑚 ∈ N :
𝐺𝐻 (𝑚) = 2𝑚}.

Example 6.1 (𝑋 = R2).

1. 𝐻 = {0, 1}: 𝐺𝐻 (𝑚) = 2, so VCdim(𝐻) = 1.

2. 𝐻 = {0, 𝜒Ω , 𝜒Ω𝑐 , 1}: two points 𝑥1 ∈ Ω, 𝑥2 ∈ Ω𝑐 are shattered, three never: VCdim(𝐻) = 2.

3. Linear classifiers ℎ𝜃,𝑡 = 𝜒R+
(⟨(cos𝜃, sin𝜃), ·⟩ − 𝑡) : three points in general position are

shattered, no four points are: VCdim(𝐻) = 3.

A non-asymptotic notion, on finitely many points; still, it will bound approximation rates from below
(Sect. 6.2).
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Shattering three points, and the lift to R3

All 23 labellings by one Heaviside neuron 1R+ (𝐴𝑥 + 𝑏). Right: 1R+ (𝐴𝑥 + 𝑏) = 1R+ (⟨(𝐴, 𝑏), (𝑥, 1)⟩), so each
labelling is a plane through 0 separating the lifted points (𝑥𝑖 , 1); for 000 and 111 it is the floor.
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Theorem 6.2: shattering by one neuron

Theorem 6.2 [1, Thm. 3.4]

𝜚 = 1R+ , 𝑆𝑁 (𝑑) the realisations of ((𝐴1 , 𝑏1), (1, 0)), 𝐴1 ∈ R1×𝑑 . Then 𝑆𝑁 (𝑑) shatters (𝑥𝑖)𝑚𝑖=1 ⊂ R𝑑
if and only if

(𝑥1 , 1), (𝑥2 , 1), . . . , (𝑥𝑚 , 1) are linearly independent. (6.1)
In particular VCdim(𝑆𝑁 (𝑑)) = 𝑑 + 1.

Reading. 1R+ (𝐴𝑥 + 𝑏) = 1R+ (⟨(𝐴, 𝑏), (𝑥, 1)⟩): a labelling is a hyperplane through 0 in R𝑑+1 that
separates the lifted points. Independent lifts can be sent to any signs by one linear functional;
dependent lifts cannot, because the value at one of them is forced by the others.
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Four points: XOR

Fig. 6.2. Four points in R2 lift to four dependent vectors in R3; the labelling built from the dependence in the
proof is XOR. Right: errors of every line (𝜃, 𝑡); the minimum over the whole parameter plane is 1.
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Proof of Theorem 6.2

Shattered ⇒ independent. Suppose (𝑥𝑖 ) is shattered: for
every 𝑣 ∈ {0, 1}𝑚 some Φ𝑣 = ((𝐴𝑣1 , 𝑏𝑣1), (1, 0)) has
R(Φ𝑣 )(𝑥 𝑗 ) = 𝑣 𝑗 for all 𝑗. Assume (6.1) is dependent;
w.l.o.g.

(𝑥𝑚 , 1) = ∑𝑚−1
𝑗=1 𝛼 𝑗 (𝑥 𝑗 , 1).

1

The bad labelling. Take 𝑣 𝑗 := 1R+ (𝛼 𝑗 ) for 𝑗 < 𝑚 and
𝑣𝑚 := 0. Then 1R+ (𝐴𝑣1𝑥 𝑗 + 𝑏𝑣1) = 𝑣 𝑗 says: 𝐴𝑣1𝑥 𝑗 + 𝑏𝑣1 ≥ 0 if
𝛼 𝑗 ≥ 0, and < 0 if 𝛼 𝑗 < 0.

2

Contradiction. By linearity
𝐴𝑣1𝑥𝑚 + 𝑏𝑣1 =

∑
𝑗<𝑚 𝛼 𝑗 (𝐴𝑣1𝑥 𝑗 + 𝑏𝑣1) ≥ 0,

as every term is a product of two numbers of the same
sign. So R(Φ𝑣 )(𝑥𝑚 ) = 1 ≠ 𝑣𝑚 .

3

Independent ⇒ shattered. The matrix 𝑋 with rows (𝑥𝑖 , 1)
has rank 𝑚, so 𝑋[𝐴 | 𝑏]𝑇 = 𝑣 − 1

2 1 is solvable for every 𝑣;
Φ𝑣 := ((𝐴, 𝑏), (1, 0)) realises 𝑣. With 𝑚 ≤ 𝑑 + 1 indepen-
dent lifts available and never more: VCdim = 𝑑 + 1. ■

4

The notes take the complementary labelling; with 1R+ (0) = 1 the choice above avoids the tie
∑

= 0.
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Lemma 6.3: one parameter, infinite VC dimension

Lemma 6.3 [1, Lemma 7.2]

𝐻 := {𝑥 ↦→ 1R+ (sin(𝑎𝑥)) : 𝑎 ∈ R}
has VCdim(𝐻) = ∞.

The trick: bit extraction. With
𝑥𝑖 = 2𝑖−1, multiplying by 𝑥𝑖 shifts the
binary expansion of 𝑎/2𝜋 by 𝑖 −1 places;
the sign of sin reads off the leading bit.
Moral. Parameter counts alone do not
bound the VC dimension; the activation
matters.

All 16 labellings of {1, 2, 4, 8} with a single frequency 𝑎. Right:
the angles 𝑎𝑥𝑖 mod 2𝜋; each point doubles the previous angle.
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Proof of Lemma 6.3

Encode. Fix 𝑘, 𝑥𝑖 := 2𝑖−1, and 𝑏 ∈ {0, 1}𝑘 . Put

𝑎 := 2𝜋
( ∑𝑘

𝑗=1 𝑏 𝑗2−𝑗 + 2−𝑘−1
)
.

1

Drop the integer part. For 𝑗 < 𝑖, 𝑏 𝑗2−𝑗𝑥𝑖 = 𝑏 𝑗2𝑖−1−𝑗 ∈ N0,
and sin is 2𝜋-periodic:

sin(𝑎𝑥𝑖 ) = sin
(
2𝜋

∑
𝑗≥𝑖 𝑏 𝑗2𝑖−1−𝑗 + 𝜋2𝑖−𝑘−1

)
.

2

Leading bit. The 𝑗 = 𝑖 term is 𝜋𝑏𝑖 ; the rest is 𝜋𝜃𝑖 with

𝜃𝑖 :=
∑𝑘
𝑗=𝑖+1 𝑏 𝑗2𝑖−𝑗 + 2𝑖−𝑘−1 .

𝜃𝑖 ≥ 2𝑖−𝑘−1 > 0 and 𝜃𝑖 ≤ (1 − 2𝑖−𝑘 ) + 2𝑖−𝑘−1 < 1. So
sin(𝑎𝑥𝑖 ) = (−1)𝑏𝑖 sin(𝜋𝜃𝑖 ), sin(𝜋𝜃𝑖 ) > 0.

3

Read off. 1R+ (sin(𝑎𝑥𝑖 )) = 1 − 𝑏𝑖 for 𝑖 = 1, . . . , 𝑘. As
𝑏 is arbitrary, {𝑥1 , . . . , 𝑥𝑘 } is shattered; 𝑘 is arbitrary:
VCdim(𝐻) = ∞. ■

4
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Theorem 6.4: piecewise polynomial networks

Theorem 6.4 [1, Thm. 8.8]

𝜚 piecewise polynomial with ≤ ℓ pieces of degree ≤ 𝑝, 𝐻 := {1R+ ◦ R(Φ) : Φ ∈ 𝒩𝒩𝑑,𝐿,𝑀 }. Then
for all 𝐿, 𝑀 ∈ N: VCdim(𝐻) ≲ 𝑀𝐿 log2(𝑀) +𝑀𝐿2.

Stated without proof in the notes. The mechanism, in miniature (beyond the notes):

One neuron on R2: parameters (𝐴, 𝑏), up to scale a point of 𝑆2. Each 𝑥𝑖 cuts 𝑆2 along the great
circle ⟨(𝐴, 𝑏), (𝑥𝑖 , 1)⟩ = 0, and a labelling of 𝑥1 , . . . , 𝑥𝑚 is a cell of these circles.

There are only 𝑚2 − 𝑚 + 2 cells: polynomially many, while 2𝑚 labellings exist.

For networks: on a fixed activation pattern R(Φ)(𝑥𝑖) is a polynomial in the weights. Counting
the sign patterns of polynomials (Warren’s bound), pattern by pattern and layer by layer, gives
Thm. 6.4.
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Labellings are cells

Points are added one by one; every new circle splits only the cells it crosses. The growth function 𝑚2 − 𝑚 + 2 falls
below 2𝑚 at 𝑚 = 4 = 𝑑 + 2, one past VCdim = 𝑑 + 1.
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Counting cells: the growth function of a neuron

Claim (Cover, beyond the notes). 𝑚 hyperplanes through 0 in R𝑛 in general position cut R𝑛 into 𝐶(𝑚, 𝑛) = 2
∑𝑛−1
𝑖=0

(𝑚−1
𝑖

)
cells; hence for one Heaviside neuron on R𝑑 (𝑛 = 𝑑 + 1), 𝐺𝑆𝑁 (𝑑)(𝑚) = 𝐶(𝑚, 𝑑 + 1) ≤ 2(𝑚 − 1)𝑑 + 2.

Cells are labellings. 𝜃 = (𝐴, 𝑏) labels 𝑥𝑖 by the side of
𝐻𝑖 := {𝜃 : ⟨𝜃, (𝑥𝑖 , 1)⟩ = 0}; two parameters give the same
labelling iff no 𝐻𝑖 separates them.

1

Add 𝐻𝑚 . It splits each cell it meets into two, and leaves
the others alone. The cells it meets are the cells of the ar-
rangement 𝐻1 ∩ 𝐻𝑚 , . . . , 𝐻𝑚−1 ∩ 𝐻𝑚 inside 𝐻𝑚 � R𝑛−1.

2

Recursion. 𝐶(𝑚, 𝑛) = 𝐶(𝑚 − 1, 𝑛) + 𝐶(𝑚 − 1, 𝑛 − 1), with
𝐶(1, 𝑛) = 2 and 𝐶(𝑚, 1) = 2.

3

Solve. 2
∑
𝑖<𝑛

(𝑚−1
𝑖

)
satisfies both (Pascal:

(𝑚−1
𝑖

)
=
(𝑚−2

𝑖

) +(𝑚−2
𝑖−1

)
). For 𝑛 = 3: 2

(
1 + (𝑚 − 1) + (𝑚−1

2
) )

= 𝑚2 − 𝑚 + 2,
the curve in the figure. ■

4
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6.2 Lower bounds on approximation
rates



Lemma 6.5: approximation forces shattering

Lemma 6.5

𝐾 ⊂ R𝑑 , 𝜀 > 0, 𝐻 ⊂ {ℎ : 𝐾 → R} with points 𝑥1 , . . . , 𝑥𝑘 such that every 𝑏 ∈ {0, 1}𝑘 has an ℎ ∈ 𝐻
with ℎ(𝑥𝑖) = 𝜀𝑏𝑖 (6.2). If every ℎ ∈ 𝐻 has a 𝑔 ∈ 𝐺 with sup𝐾 |𝑔 − ℎ | < 𝜀/2 (6.3), then

VCdim
({1R+ ◦ (𝑔 − 𝜀/2) : 𝑔 ∈ 𝐺}) ≥ 𝑘. (6.4)

Proof. For 𝑏 ∈ {0, 1}𝑘 pick ℎ𝑏 by (6.2) and 𝑔𝑏 by (6.3). Then |𝑔𝑏(𝑥𝑖) − 𝜀𝑏𝑖 | < 𝜀/2, so 𝑔𝑏(𝑥𝑖) − 𝜀/2 > 0 if
𝑏𝑖 = 1 and < 0 if 𝑏𝑖 = 0: 1R+ (𝑔𝑏 − 𝜀/2)(𝑥𝑖) = 𝑏𝑖 , and {𝑥1 , . . . , 𝑥𝑘} is shattered. ■
Remark 6.6. If 𝐻 satisfies (6.2) and networks with 𝑀 weights, 𝐿 layers approximate all of 𝐻 to 𝜀/2,
Thm. 6.4 forces 𝑀𝐿 log2 𝑀 +𝑀𝐿2 ≳ 𝑘. Next: a large 𝑘 inside the 𝐶𝑛 unit ball.
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Thresholding recovers the labels

Lemma 6.5 for six labellings 𝑏: ℎ𝑏 takes the values 𝜀𝑏𝑖 ; any 𝑔 inside the band of width 𝜀/2 around ℎ𝑏 , thresholded
at 𝜀/2, returns 𝑏 exactly (navy bars: where 𝑔 > 𝜀/2).
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Lemmas 6.7 and 6.8: many disjoint bumps

Lemma 6.7

There is 𝐶 > 0: for every 𝜀 ∈
(0, 1] some 𝑓 ∈ 𝐶𝑛(R𝑑) has supp 𝑓 ⊂
[−𝐶𝜀1/𝑛 , 𝐶𝜀1/𝑛]𝑑 (6.5), 𝑓 (0) = 𝜀 and
∥ 𝑓 ∥𝐶𝑛 ≤ 1.

Lemma 6.8

There is 𝐶 > 0: for every 𝜀 there are
𝑥1 , . . . , 𝑥𝑘 , 𝑘 ≥ 𝐶𝜀−𝑑/𝑛 , and for ev-
ery 𝑏 ∈ {0, 1}𝑘 an 𝑓𝑏 ∈ 𝐶𝑛([0, 1]𝑑),
∥ 𝑓𝑏 ∥𝐶𝑛 ≤ 1, with 𝑓𝑏(𝑥𝑖) = 𝜀𝑏𝑖 .

𝑓𝑏 =
∑
𝑖 𝑏𝑖 𝑓 (· − 𝑥𝑖 ) on [0, 1]2 (Fig. 6.3) for grids of spacing

1/3, . . . , 1/8: smaller spacing allows only lower bumps,
𝜀 ∼ (spacing)𝑛 .
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Proofs of Lemmas 6.7 and 6.8

A bump. 𝑓 (𝑥) := 𝑒1−1/(1−|𝑥 |2) for |𝑥 | < 1, 0 else: smooth,
supp 𝑓 ⊂ [−1, 1]𝑑 , 𝑓 (0) = 1.

1

Scale (constants made explicit). 𝐶 := 1 + ∥ 𝑓 ∥𝐶𝑛 , 𝑓 (𝑥) :=
𝜀 𝑓

(
𝑥/(𝐶𝜀1/𝑛 )) . Then 𝑓 (0) = 𝜀, (6.5) holds, and for 1 ≤

|𝛼 | = 𝑗 ≤ 𝑛:

∥𝜕𝛼 𝑓 ∥∞ ≤ 𝜀1−𝑗/𝑛𝐶−𝑗 ∥ 𝑓 ∥𝐶𝑛 ≤ 1,
while ∥ 𝑓 ∥∞ = 𝜀 ≤ 1.

2

A grid. {𝑥1 , . . . , 𝑥𝑘 } := 2𝐶𝜀1/𝑛Z𝑑 ∩ [0, 1]𝑑 , so 𝑘 ≥
(2𝐶)−𝑑𝜀−𝑑/𝑛 for small 𝜀.

3

Disjoint supports. supp 𝑓 (· − 𝑥𝑖 ) ⊂ 𝑥𝑖 + [−𝐶𝜀1/𝑛 , 𝐶𝜀1/𝑛 ]𝑑 ;
neighbours are 2𝐶𝜀1/𝑛 apart, so the supports only touch
at boundaries, where 𝑓 and all its derivatives vanish.

4

Sum. 𝑓𝑏 :=
∑
𝑖 𝑏𝑖 𝑓 (· − 𝑥𝑖 ): 𝑓𝑏 (𝑥𝑖 ) = 𝜀𝑏𝑖 , and at each

point only one term is non-zero, so ∥ 𝑓𝑏 ∥𝐶𝑛 = max𝑖 ∥ 𝑓 (· −
𝑥𝑖 )∥𝐶𝑛 ≤ 1. ■

5
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Theorem 6.9: a lower bound on weights

Theorem 6.9

𝜚 piecewise polynomial. If for every 𝜀 > 0 networks in 𝒩𝒩𝑑,𝐿(𝜀),𝑀(𝜀) reach sup∥ 𝑓 ∥𝐶𝑛 ≤1 infΦ ∥ 𝑓 −
R(Φ)∥∞ ≤ 𝜀/2, then

(𝑀 + 1)𝐿 log2(𝑀 + 1) + (𝑀 + 1)𝐿2 ≳ 𝜀−𝑑/𝑛 .

Rich class. 𝐻 := {ℎ ∈ 𝐶𝑛 : ∥ℎ∥𝐶𝑛 ≤
1} satisfies (6.2) with 𝑘 ≥ 𝐶𝜀−𝑑/𝑛
(Lemma 6.8).

1
Shatter. 𝐺 := {R(Φ) : Φ ∈
𝒩𝒩 𝑑,𝐿,𝑀 } satisfies (6.3); Lemma 6.5:
VCdim({1R+ ◦ (𝑔 − 𝜀/2)}) ≥ 𝑘 (6.6).

2

Count. 𝑔 − 𝜀/2 is a network with
≤ 𝑀 + 1 weights (one more bias).
Thm. 6.4 bounds its VC dimension by
the left side. ■

3

Remark 6.10. With 𝐿 ∼ log(1/𝜀): 𝑀 ≳ 𝜀−𝑑/𝑛/log2(1/𝜀). Thm. 3.19 is optimal up to logs and 𝛿.
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Theorem 6.11: depth can double the rate

With any depth,
𝐻 := {1R+ ◦ R(Φ) : Φ ∈ ⋃

ℓ 𝒩𝒩𝑑,ℓ ,𝑀 } still has
VCdim(𝐻) ≲ 𝑀2 [1, Thm. 8.7] (6.8).

Theorem 6.11

𝜚 piecewise polynomial. If networks
with 𝑀(𝜀) weights and any number of
layers reach 𝜀/2 uniformly on the unit
ball of 𝐶𝑛([0, 1]𝑑), then 𝑀(𝜀) ≳ 𝜀−𝑑/(2𝑛).

Proof. As for Thm. 6.9, with (6.8) in place of
Thm. 6.4: (𝑀 + 1)2 ≳ 𝜀−𝑑/𝑛 . ■
Remark 6.12. Sharp for ReLU [41].

Logarithmic depth cannot beat the navy line; unbounded
depth reaches the orange one.
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7 Spaces of realisations of neural
networks



Architectures and the realisation map

Definition 7.1

𝑆 = (𝑁0 , . . . , 𝑁𝐿) is the architecture of Φ if 𝐴ℓ ∈ R𝑁ℓ×𝑁ℓ−1 . 𝒩𝒩(𝑆): all such networks, a vector
space of dimension

∑
ℓ (𝑁ℓ−1 + 1)𝑁ℓ with ∥Φ∥total := maxℓ ∥𝐴ℓ ∥∞ + maxℓ ∥𝑏ℓ ∥∞;

ℛ𝒩𝒩𝜚 (𝑆) := {R(Φ) : Φ ∈ 𝒩𝒩(𝑆)} ⊂ 𝐿𝑝(𝐾) for compact 𝐾, 𝜚 continuous.

Theorem 7.2 [23, Prop. 4]

Ω compact, 𝜚 continuous: R : 𝒩𝒩(𝑆) → 𝐿∞(Ω) is continuous; locally Lipschitz if 𝜚 is.

Why (one layer at a time). On bounded sets of weights all hidden values stay in a compact set
[−𝐵, 𝐵], where 𝜚 is uniformly continuous (Lipschitz with constant Lip𝐵). Changing (𝐴ℓ , 𝑏ℓ ) by 𝛿
moves 𝐴ℓ 𝑥ℓ−1 + 𝑏ℓ by ≲ 𝛿; 𝜚 and the later layers propagate this with bounded factors.
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7.1 Network spaces are not convex



Star-shaped, with 0 as a centre

Definition 7.3

𝑥 ∈ 𝑍 is a centre if [𝑥, 𝑦] ⊂ 𝑍 for
all 𝑦 ∈ 𝑍; 𝑍 is star-shaped if it
has one.

Proposition 7.4

𝑓 ∈ ℛ𝒩𝒩𝜚 (𝑆), 𝜆 ∈ R ⇒ 𝜆 𝑓 ∈
ℛ𝒩𝒩𝜚 (𝑆) (scale 𝐴𝐿 , 𝑏𝐿): 0 is a
centre.

Constants are centres too. 𝑐 tanh(2(𝑥 − 𝑡)) at three points: rays through 0 stay in the set; chords
leave it.
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Theorem 7.5: few centres

Theorem 7.5 [23, Prop. C.4]

𝜚 Lipschitz. Then ℛ𝒩𝒩𝜚 (𝑆) contains at most 𝑀∗ :=
∑𝐿
ℓ=1(𝑁ℓ−1 + 1)𝑁ℓ linearly independent

centres.

Corollary 7.6

If ℛ𝒩𝒩𝜚 (𝑆) contains more than 𝑀∗ linearly
independent functions, it is not convex: in a
convex set every point is a centre.

Remark 7.7. The only Lipschitz 𝜚 for which
ℛ𝒩𝒩𝜚 (𝑆) has ≤ 𝑀∗ independent elements
are affine [23]; for locally Lipschitz 𝜚 , all non-
polynomials qualify.

Idea. Centres span a linear space inside ℛ𝒩𝒩𝜚 (𝑆); a space of dimension 𝑀∗ + 1 cannot be the
Lipschitz image of R𝑀∗ .
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Proof of Theorem 7.5

Setup. 𝑀∗ = dim𝒩𝒩(𝑆). Suppose 𝑔1 , . . . , 𝑔𝑀∗+1 are lin-
early independent centres. Hahn–Banach gives 𝑔′𝑖 ∈ (𝐿2)′
with 𝑔′𝑖 (𝑔𝑗 ) = 𝛿𝑖 𝑗 ; 𝑇 := (𝑔′1 , . . . , 𝑔′𝑀∗+1) is linear and con-
tinuous.

1

The span lies in the set. 𝑉 := span{𝑔𝑖 } ⊂ ℛ𝒩𝒩𝜚 (𝑆):
induct on 𝑔̃(𝑚) =

∑
ℓ≤𝑚 𝑎ℓ 𝑔ℓ . If 𝑎𝑚+1 ≠ 0,

𝑔̃(𝑚+1) = 2𝑎𝑚+1
(

1
2 𝑔𝑚+1 + 1

2
𝑔̃(𝑚)
𝑎𝑚+1

)
(7.1)

a midpoint between the centre 𝑔𝑚+1 and 𝑔̃(𝑚)/𝑎𝑚+1 ∈
ℛ𝒩𝒩𝜚 (𝑆) (Prop. 7.4), rescaled.

2

A surjection. 𝑇(𝑉) = R𝑀∗+1, so 𝑇 ◦ R : R𝑀∗
� 𝒩𝒩(𝑆) →

R𝑀
∗+1 is onto, and locally Lipschitz by Thm. 7.2.

3

No such map (the fact the notes quote). Cover [−𝑅, 𝑅]𝑀∗

by 𝑁𝑀∗ cubes of side 2𝑅/𝑁 ; a map with Lipschitz con-
stant Λ there sends each into a ball of radius ≲ Λ𝑅/𝑁 .
Total volume ≲ 𝑁𝑀∗

𝑁−(𝑀∗+1) → 0.

4

Contradiction. The image of R𝑀∗ is a countable union of
null sets, a null set in R𝑀∗+1, not all of it. ■

5
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Very non-convex: Proposition 7.9

Definition 7.8

𝑋 in a metric space is 𝑟-convex if
⋃
𝑥∈𝑋 𝐵𝑟 (𝑥) is convex.

By Prop. 7.4, ℛ𝒩𝒩𝜚 (𝑆) + 𝐵𝑟 (0) = 𝑟
𝑟′
(ℛ𝒩𝒩𝜚 (𝑆) + 𝐵𝑟′(0)) : 𝑟-convex for one 𝑟 iff for all 𝑟. No thickening

ever fills the holes between the rays.

Proposition 7.9 [23, Thm. 2.2]

Ω compact, 𝜚 ∈ 𝐶1 discriminatory, ℛ𝒩𝒩𝜚 (𝑆) not dense in 𝐶(Ω). Then ℛ𝒩𝒩𝜚 (𝑆) is 𝑟-convex for
no 𝑟 > 0.

Reading. If a fixed architecture is not already universal, it is far from convex at every scale:
averaging two networks of architecture 𝑆 typically leaves ℛ𝒩𝒩𝜚 (𝑆) by a fixed relative distance.
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Proof of Proposition 7.9

Suppose 𝑟-convex, hence for every 𝑟 > 0. With · the clo-
sure in 𝐶(Ω):

co(ℛ𝒩𝒩) ⊂
⋂
𝑟>0

(ℛ𝒩𝒩 + 𝐵𝑟 (0)) = ℛ𝒩𝒩 .

1

Closure is a convex cone. ℛ𝒩𝒩 ⊂ co(ℛ𝒩𝒩) ⊂ ℛ𝒩𝒩 , so
ℛ𝒩𝒩 is convex, and scale invariant (Prop. 7.4).

2

Sums of neurons (𝐿 = 2, 𝑁2 = 1; general case [23]).
𝜚(𝑎 · −𝑡) ∈ ℛ𝒩𝒩 for all 𝑎, 𝑡; a convex cone contains sums:
𝑓 + 𝑔 = 2 · 𝑓+𝑔

2 . So

𝑔(𝑚) =
∑𝑚
ℓ=1 𝑏ℓ𝜚(𝑎ℓ · −𝑡ℓ ) ∈ ℛ𝒩𝒩 ∀𝑚.

3

Universality. These sums are dense in 𝐶(Ω) (Thm. 2.4), so
ℛ𝒩𝒩 = 𝐶(Ω): ℛ𝒩𝒩 is dense, a contradiction. ■

4
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7.2 Network spaces are not closed



Theorem 7.10: limits that are not networks

Theorem 7.10

𝑆 = (𝑁0 , 𝑁1 , . . . , 𝑁𝐿−1 , 1) with 𝑁1 ≥ 2, Ω ⊂ R𝑑 compact with non-empty interior, 𝜚 ∈ 𝐶2 \ 𝐶∞.
Then ℛ𝒩𝒩𝜚 (𝑆) is not closed in 𝐿∞.

Idea. Two neurons form a difference quotient, 𝑛
(
𝜚(𝑥 + 1

𝑛 ) − 𝜚(𝑥)) → 𝜚′(𝑥). Networks are as smooth
as 𝜚 , and 𝜚′ is one derivative rougher, so the limit is not a network.
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Converging quotients, exploding weights

𝜎(𝑥) = 𝑥3+ ∈ 𝐶2 \ 𝐶3. Each slice 1/𝑛 of the surface is a two-neuron network 𝑛(𝜎(𝑥 + 1
𝑛 ) − 𝜎(𝑥)); the front edge

𝜎′(𝑥) = 3𝑥2+ is not. Right: the error falls like 1/𝑛 while ∥Φ𝑛 ∥total = 𝑛.
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Proof of Theorem 7.10

Regularity gap. 𝜚 ∈ 𝐶𝑘 \ 𝐶𝑘+1 for some 𝑘 ≥ 2. Every
realisation is in 𝐶𝑘 (Ω) (compositions of 𝐶𝑘 maps); 𝐹(𝑥) :=
𝜚′(𝑥1) is not 𝐶𝑘 .

1

Inside Ω. Ω has interior, so some shift has 𝐹(·−𝑡) ∉ 𝐶𝑘 (Ω);
hence 𝐹(· − 𝑡) ∉ ℛ𝒩𝒩𝜚 (𝑆).

2

Difference quotients. 𝑆 = (𝑁0 , 2, 1):
Φ𝑛 :=

(( [1 01×(𝑁0−1)
1 01×(𝑁0−1)

]
,
[
1/𝑛
0

] )
, ([𝑛,−𝑛], 0)

)
realises 𝑛

(
𝜚(𝑥1 + 1

𝑛 ) − 𝜚(𝑥1)) ; shift the biases by −𝑡1 for
𝐹(· − 𝑡).

3

Uniform convergence. Mean value theorem, Ω ⊂ [−𝐵, 𝐵]𝑑 :
|R(Φ𝑛 )(𝑥) − 𝜚′(𝑥1)| ≤ sup|𝑧 |≤𝐵+1 |𝜚′′(𝑧)|/𝑛 → 0.

4

Not closed. The limit is outside ℛ𝒩𝒩𝜚 (𝑆). Other 𝑆: zero-
pad, and compose with identity-like networks (Prop. 2.11).
■

5
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Bounded weights are closed: Proposition 7.12

Proposition 7.12

Ω compact, 𝜚 continuous, 𝐶 > 0. Then
ℛ𝒩𝒩𝐶 := {R(Φ) : Φ ∈ 𝒩𝒩(𝑆), ∥Φ∥total ≤
𝐶} is closed in 𝐶(Ω).

Proof. {Φ : ∥Φ∥total ≤ 𝐶} is compact
(Heine–Borel), R is continuous (Thm. 7.2), and
continuous images of compact sets are compact,
hence closed. ■ Remark 7.11. Thm. 7.10 holds
for many more activations [23], but not for the
ReLU [23, Thm. 3.8].

Consequence: exploding weights. Let 𝑔 ∈
ℛ𝒩𝒩𝜚 (𝑆) \ ℛ𝒩𝒩𝜚 (𝑆) and R(Φ𝑛) → 𝑔. If
∥Φ𝑛 ∥total ≤ 𝐶 along a subsequence, then
𝑔 ∈ ℛ𝒩𝒩𝐶 = ℛ𝒩𝒩𝐶 ⊂ ℛ𝒩𝒩𝜚 (𝑆), which
is false. So ∥Φ𝑛 ∥total → ∞.

For training: minimising over 𝒩𝒩(𝑆) can send
the weights to infinity; the infimum need not be
attained.
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Summary

One Heaviside neuron shatters (𝑥𝑖) iff the
lifts (𝑥𝑖 , 1) are independent: VCdim = 𝑑 + 1
(Thm. 6.2); a single frequency of sin has
VCdim = ∞ (Lemma 6.3).

Piecewise polynomial networks:
VCdim ≲ 𝑀𝐿 log𝑀 +𝑀𝐿2 (Thm. 6.4), a
count of cells.

Disjoint bumps + thresholding:
𝜀-approximation of the 𝐶𝑛 ball needs
𝑀𝐿 log𝑀 +𝑀𝐿2 ≳ 𝜀−𝑑/𝑛 (Thm. 6.9); with
any depth 𝑀 ≳ 𝜀−𝑑/(2𝑛) (Thm. 6.11).

ℛ𝒩𝒩𝜚 (𝑆) is star-shaped (Prop. 7.4) with at
most dim𝒩𝒩(𝑆) independent centres
(Thm. 7.5), so not convex, and not 𝑟-convex
at any scale (Prop. 7.9).

For 𝜚 ∈ 𝐶2 \ 𝐶∞ it is not closed (Thm. 7.10);
the approximating weights must explode
(Prop. 7.12).
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Thank you.
Johannes Herter
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